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OVER THE RE_CENT past, notab~e ~dv_ance~ have 
been made m the field of · artificial mtelligence 

(Al) that are poised to make important contributions 
to various engineering disciplines [2]. Chemical en­
gineering, process engineering in particular, stands 
to make significant gains by the application of the AI 
methodology called "Knowledge-Based Expert Sys­
tems" (KEES). Briefly, AI is the study of understand­
ing human information processing with the aid of com­
puters and computational models. KEES is the first 
attempt towards this goal by concentrating on nar­
row, restricted domains of knowledge (such as those 
of experts), rather than tackling the entire spectrum 
of human intelligence. Such an attempt has resulted 
in some progress towards the understanding of the 
different facets of human cognition [13]. In this paper 
we discuss the organization and content of a new 
course that has been specifically designed for chemical 
engineers on the application of KEES methodology in 
process engineering. 

MOTIVATION 

It is becoming increasingly clear that areas such 
as process synthesis and design, process diagnosis and 
safety, intelligent computer-aided instruction and 
training, etc., will derive substantial benefits by in­
tegrating the KEES methodology into the existing 
predominantly algorithmic approaches. We are then 
faced with the question of how to go about doing this. 

The current approach used in the application of 
the KEES methodology is the so-called dialogue ap-

In this paper we discuss the organization and 
con!ent of a new course that has been specifically 
designed for chemical engineers on the application of 
KBES methodology in process engineering. 
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proach, where one or more computer scientists 
trained in AI (called the "knowledge engineers") in­
teract with one or more chemical engineers (called the 
"domain experts"), and together they develop the 
knowledge-based system for the given problem. This 
approach has the drawback that the knowledge en­
gineer spends a considerable amount of time and effort 
in learning the problem domain (say, a given problem 
in process synthesis or diagnosis) in order to be able 
to design an appropriate system. Similarly, the do­
main engineer spends considerable time and effort in 
conveying the domain knowledge to the knowledge 
engineer as well as learning something about AI and 
KEES. It seems that a better approach would be to 
train chemical engineers in AI, let them develop the 
appropriate knowledge-based systems for their prob­
lems, and let the computer science expert (knowledge 
engineer) be involved only as an occasional consultant 
for some difficult AI related problems which are 
beyond the scope of our artificially intelligent chemical 
engineer. Such an approach is, in fact, similar in spirit 
to what chemical engineers have been doing for a long 
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time. For example, the use of applied mathematics as 
a tool in various areas such as fluid mechanics, heat 
and mass transfer, thermodynamics, etc., springs to 
mind. Another notable example is the use of tools from 
operations research such as linear programming for 
chemical engineering problems in process design, op­
timization, etc. These two examples are concerned 
with the use of analytical and numeric tools for chem­
ical engineering problems. We are now at the stage of 
using AI tools for the symbolic computational aspects 
of the problems in chemical engineering. Also the 
standard expert systems course offered in computer 
science departments does not adequately fulfill the 
needs of the students, as discussed in the next section. 

With these motivations in mind, a course called 
"Artificial Intelligence in Process Engineering" 
(AIPE), was developed at Columbia University to 
teach graduate chemical engineering students about 
AI and KBES. This paper discusses the various as­
pects of the course such as its organization and con­
tent, books and other material used, student projects, 

The purpose of the course was 
not to design full-scale systems, but to 

teach the students about the KBES methodology by 
making them develop prototypes. 

and the overall results of the course. 

COURSE ORGANIZATION AND CONTENT 

The course structure and content were specifically 
designed for chemical engineering students. Even 
though it is possible to use this course for teaching 
chemical engineering students with no prior back­
ground in AI (we had two such candidates who did 
extremely well), it is advisable to have an introduc­
tory AI course offered by a computer science depart­
ment as a prerequisite. Such a course is normally of­
fered by a computer science department at the senior 
or first-year graduate level, which often does not re­
quire difficult prerequisites of its own and thus can be 

TABLE 1 
Course Organization 

LECT. TOPIC 
NO. 

1 Introduction 
Overview of Al,AI and Process Engineering, overview of 
LISP 
Ref: Vol. 1 of AI Handbook [4], Ch. 1-3 from [14] 

2 Overview of Knowledge Representation 
Issues in knowledge representation, pedicate calculus, 
semantic networks and their relevance to engineering 
poblems 
Ref: Notes, Ch. 5-7 from [11], Ch. 5-8 from [14] 

3 Overview of Search 
Forward and backward chaining, depth-first, breadth­
first etc. with their uses in engineering 
Ref: Notes, Ch. 2-3 from [11] 

4 Expert Systems and Process Engineering 

5 

6 

7 

Stages of KEES development, knowledge repesentation 
and search issues, knowledge acquisition etc. 
Ref: Ch. 1-6, 11-15 from [13], Notes 

Expert System Development in Process Engineering I 
Detailed example of an expert system development using 
CONPHYDE with an introduction to rule-based po­
gramming and OPS5 
Ref: Ch. 1-4 from [6], [3], Notes 
Expert System Development in Process Engineering II 
Topics include knowledge representation and control in 
OPS5, more discussion on CONPHYDE 
Ref: Ch. 5-8 from [6], [3], Notes 
Dealing with Uncertainty 
Reasoning with incomplete and uncertain information, 
Bayesian appoaches, Dempster-Shafer theory, and 
Fuzzy Logic 
Ref: Notes, Ch. 10-13 from [7] 
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8 

9 

10 

11 

12 

13 

Representation of Engineering Objects and Processes 
Frames, Objects, Hybrid repesentation techniques for 
pocess engineering poblems 
Ref: Notes, Ch. 21,23,24 from [7], [9] 
Symbolic Computational Methods in Process Synthesis 
Architecture of blackboards, applicability to pocess syn-
thesis 
Ref: Notes, [10], [1] 
Intelligent Process Engineering Workstations 
Architectural issues, cooperating expert systems, intelli-
gent user-interfaces etc. 
Ref: Notes, [12] 
Qualitative Reasoning 
Introduction to qualitative physics and modeling, model-
ing of objects and processes etc. 
Ref: Notes, Ch. 1-3 from [5] 
Process Plant Diagnosis and Safety 
Model-based reasoning for pocess plant diagnosis and 
safety analysis 
Ref: Notes, Ch. 4,7 from [5] 
Expert System Tools and Shells for Process Engineer­
ing 
Critical evaluations of KEES tools such as KEE, ART, 
LOOPS, KAS, EMYCIN etc. from the perspective ofpo­
cess engineers 
Ref: Notes, Ch. 8-10, 23-30 from [13], Ch. 9 from [6] 

14 Projects presentation by students 

REQUIRED TEXTBOOKS: 
1. Waterman, D., A Guide to Expert Systems, Addison-Wesley 

Pub., 1985 
2. Brownston, L., et al, Programming Expert Systems in OPS5, 

Addison-Wesley Pub., 1985. 
3. Winston, P. H. and B. K. P. Horn, LISP, Second Edition, Addi­

son-Wesley Pub., 1984. 
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handled by chemical engineering grad students fairly 
well (this has been our experience). Courses that are 
somewhat similar to our course are offered in com­
puter science departments in the country, often under 
the title of "Knowledge-Based Expert Systems." 
These courses, however, are typically aimed at com­
puter science students and do not discuss issues that 
are of extreme importance to engineering students, 
particularly chemical engineering students. By and 
large the courses do not consider the developments 
that have occurred in engineering disciplines, the dis­
cussion of which is more important and meaningful to 
chemical engineers. Thus, such courses are not suit­
able from an engineering point of view. As the author 
learned from this course, student understanding was 
significantly facilitated through teaching with the aid 
of examples from chemical engineering and exercises 
involving typical process engineering problems. Such 
a treatment is not, and cannot be, provided in a course 
offered by a computer science department. The AIPE 
course was offered for the first time in spring '86 to a 
class of thirteen graduate students. 

The organization of the lectures and the topics are 
given in Table 1. Each lecture was 150 minutes long 
(equivalent of three regular lecture hours) and was 
delivered once a week. Since, at this time, there are 
no books that appropriately address the contents of 
this course, we relied heavily on lecture notes. The 
three books listed as required texts at the end of the 
table were used for about 50% of the course; the rest 
of the course material was covered using relevant pa­
pers and lecture notes. 

EXPERT SYSTEM PROJECTS 

The students were instructed to develop a rule­
based expert system implemented in OPS5 for a pro­
cess engineering problem as a part of the course. The 
development of the KBES was organized into six 
phases, where in each phase the student tries to 
achieve a small part of the complete system. The stu­
dents had about thirteen weeks (roughly a semester) 
to perform this task. The phases are more or less syn­
chronous with the lecture materials, so that in at­
tempting to accomplish a particular phase the student 
has been given the necessary background in the pre­
ceding lectures. Clearly these are not hard and fast 
deadlines and requirements, and they can be relaxed 
to some extent based on the individual's needs. How­
ever, we found them to be useful as they keep the 
efforts somewhat focused and allow the system to be 
developed in an incremental fashion, an important as­
pect of expert system development. These project 
guidelines are given in Table 2. 
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PHASE 
NO. 

1 

2 

3 

4 

5 

6 

TABLE 2 
Project Guidelines 

TIMESPAN 
INWEEKS DESCRIPTION 

2 Selection of a specific project with a 
synopsis outlining what the expert sys-
tern is supposed to do (check with the 
instructor before completing this 
stage). 

3 Classification and comparison of the 
system with a similar system in the 
literature. Sample rules, search 
method, important details of the irn-
plernentation described. 

3 Simple working prototype irnple-
rnented in OPS5. The report should 
include a trace of the demo and the 
code. 

2 Medium scale working prototype in 
OPS5 with search, inexact reasoning 
method, roughly 50% of the knowledge 
base implemented. Some rough form 
of the explanation facility must also 
be present. 

2 Nearly finished working system; 
mostly debugged. Only needs to be 
fine tuned with improved user inter-
face and explanation facility, and 
augmentation of the knowledge base. 

1 Working, completed expert system. 
Submit a full report describing the 
system with its merits and demerits. 
Include a copy of the code and a trace 
of the demo. 

SYNOPSES OF SOME OF THE PROJECTS 

To give an idea about the content and the extent 
of the student projects developed in this course, short 
descriptions of some of them follow: 

• An expert system using model-based reasoning was de­
veloped by Steve Rich to troubleshoot prototypical chemi­
cal plants. The system uses concepts of qualitative physics 
and reasons from first principles as opposed to most of the 
typical diagnosis systems. Due to the model-based ap­
proach, the system has the flexibility to diagnose different 
prototypical chemical plants that have the same processing 
units but arranged in different flowsheet configurations. 
The system has about 110 rules, and offers explanations at 
four different levels of details. 

• A prototypical expert system that serves as a design consul­
tant for plastics selection, design and processing problems 
was developed by C-F. Chen using the blackboard architec­
ture. The system has about 70 rules and 30 or so frames, 
and uses a hybrid knowledge representation approach 
using rules in OPS5 and frames in Frarnesrnith [8]. 

• An expert system for aiding pump selection was developed 
by Ivan Salgo using a backward chaining inference engine. 
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The system has about 150 rules. It knows about 20 types of 
pumps, 8 drive types and 40 different materials of construc­
tion. 

• Karen Zilora developed an expert system for troubleshoot­
ing a fluidized catalytic cracking unit (FCCU) that is in 
operation in an Exxon plant. The knowledge base was con­
structed through interviews with a catalytic cracking pro­
cess engineer and from the Exxon FCCU Operations 
Guide. The expert system has about 105 production rules, 
of which 30 or so are concerned with the inference engine 
and the explanation facilities. The system knows about 27 
different faults, their symptoms and cures. The expert sys­
tem uses a backward reasoning approach. 

• Mike Hill developed an expert system that assists in es­
timating viscosities of gaseous mixtures by using appropri­
ate quantitative methods depending on the characteristics 
of the mixture. This system has about 70 rules. The ap­
proach here is similar to that of CONPHYDE [3], which is 
an expert system that recommends an appropriate equation 
of state or an activity coefficient method depending on the 
mixture properties and operating conditions. 

• A prototypical expert system for agitator selection for reac­
tors was developed by B-W. Yang using a combination of 
forward and backward reasoning strategies. The system 
has about 130 rules. 

It must be remembered that most of these systems 
are prototypes, limited in their performance due to 
the relatively small amount of knowledge they pos­
sess-typically about 50-70 rules of domain knowl­
edge; the rest of the rules are for the inference engine 
(about 25 rules) and for the help and explanation 
facilities (about 20 rules or so). These are, of course, 
only approximate figures. Within the extent of their 
knowledge the systems perform well. The perfor­
mance can be improved substantially by providing the 
systems with more knowledge, inexact reasoning 
techniques, etc., which would lead to the development 
of full-scale systems in their domains. This, of course, 
would involve more time (typically one year or more) 
and effort. The purpose of the course was not to de­
sign full-scale systems, but to teach the students 
about the KBES methodology by making them 
develop prototypes. 

CONCLUSIONS 

In the preceding sections I discussed the structure 
and content of a new course that was taught to chem­
ical engineering graduate students at Columbia Uni­
versity in the spring of 1986. This course addresses 
an emerging need to train chemical engineers in the 
use of symbolic, knowledge-based programming 
methodologies that will play a crucial role in process 
engineering in the future. In the AIPE course chemi­
cal engineering students were taught the inter-disci­
plinary area of artificial intelligence and process en-
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gineering using examples and exercises from process 
engineering. This approach is more appropriate and 
meaningful to chemical engineers than learning from 
a computer science point of view. The students, as a 
part of the requirement, developed prototypical ex­
pert systems in many areas of process engineering 
using the rule-based programming language called 
OPS5, which has been used in many important expert 
systems such as XCON [13). Many interesting and 
competent prototypes were successfully developed. 
The lack of an appropriate text in this area was felt 
very much, and we had to improvise by using existing 
texts and papers from the current literature. By and 
large this experimental course turned out to be suc­
cessful and will be continued to be offered once a year. 
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information. Nevertheless, it can be upgraded and 
used within the context of specific problems. Thus 

• Accumulated data from past process designs (implemented 
in real life or not) can be upgraded to reveal the underlin­
ing patterns present in all similar flowsheets, as well as 
the sources of difference among different flowsheets. 

• Analogous pattern recognition could reveal rules aiding 
the synthesis of control structures for complete plants. 

• Extensive data on vapor-liquid, vapor-liquid-liquid equilib­
ria (e.g. , DECHEMA series of experimental data) could 
be used to identify patterns between molecular structure 
and infinite dilution activity coefficients, etc. 

Therefore, the new prototype of an intelligent system 
should contain rudimentary capabilities of "learning" 
through a pattern recognition facility among large sets 
of accumulated data. 

EPILOG 

Artificial intelligence is expanding the scope of our 
problems and is enriching our capabilities to deliver 
viable solutions to otherwise hard and resistant prob­
lems. At the same time it is introducing new educa­
tional challenges that the research program at the 
MIT-LISPE is attempting to address and which are 
related to the computer-aided character of chemical 
process engineering, the rationalization of the man­
machine interaction, and the role of fundamental sci­
ence in engineering. Our research so far has produced 
more questions than it has answers, but the intellec­
tual excitement and practical relevance have just 
started to permeate the programs of graduate re­
search in chemical engineering. 
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to become more expert in surface physics, continuum 
mechanics, microbiology, biochemistry, large 
molecule chemistry, and other things I wish I could 
predict. We must change our educational perspective 
to include new things. For years, ever since I was a 
freshman in 1933, we have trained students as if they 
all were going to work for the DuPont Company. This 
was appropriate. The principles are no different for 
the future than they were for the past but we must 
find a new way to talk about chemical engineering if 
students are to be re-excited. We in chemical en­
gineering have a marked advantage over all other en­
gineers-we are the only ones who know anything 
about chemistry-an advantage we should work on 
diligently to parlay into future success. 

When I was a young chap at Minnesota there were 
almost as large a number of students in the metallurgy 
department as there were undergraduates in chemical 
engineering. Not long after that, metallurgy disap­
peared as an undergraduate discipline and it took al­
most twenty-five years for materials science to 
emerge from the metallurgy grave. We must be sure 
that we do not allow a similar fate to befall chemical 
engineers. 
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