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P arallel computing has received considerable 
and favorable attention in sources ranging 
from chemical engineering literature111 to the 

popular media (see Figure 1). A new course on paral­
lel computing has been developed at the University 
of Wisconsin that meets the needs of both graduate 
and advanced undergraduate engineering students. 

Why the sudden surge in interest in parallel com­
puting? As a concept, parallel computing has been 
around for several decades. As early as 1966, Flynn121 
delineated some of the key features found in a paral­
lel computer. However, the rapid evolution of 
uniprocessor speeds squeezed the window for design 
and development of parallel computers. The reason­
ing went that during the three to five years over 
which a system was designed and developed, its 
processor components would be outclassed by a new 
generation of uniprocessors. But the pace of 
uniprocessor evolution is certainly slowing at the 
high end. Figure 2 compares the evolution in com­
puting capabilities of the fastest uniprocessors and a 
square inch of silicon during the 1980s. 

The performance of a single fast superprocessor is 
ultimately boun d by fundamental physical con­
straints, such as the speed of light. So we turn 
instead to the idea of connecting very many rela-
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tively inexpensive processors, an idea that becomes 
increasingly more practical as the processing capa­
bility on a square inch of silicon approaches the 
100 MegaFLOPS benchmark-a traditional unit 
measure of supercomputing performance. Indeed, 
with shrinking semiconductor dimensions, it is 
quite likely that in the near future a square inch of 
silicon will house four, and then sixteen, such pro­
cessors. Thus, in Figure 2 one could extrapolate 
the upward slope of the semiconductor processor 
curve well into the 1990s. 

The emergence of the high-performance parallel 
computer creates new opportunities for science and 
engineering, and new courses must be developed to 
train the next generation of scientists and engineers. 
The challenge is twofold: to map currently pop­
ular solution methodologies to parallel algorithms 
and to develop new solution methods that naturally 
lead to parallel algorithms. 
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Figure 1.Doonesbury cartoon 
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The course consists of three parts, ... an introduction to parallel computing architectures, followed by an 
overview of parallel computing extensions of high-level languages .... [ and] term projects on various 

parallel computers in which students get first-hand opportunities to implement the ideas ... 
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Figure 2. Evolution of floating point performance during 
the 1980s. 1000 x 1000 LINPA CK, from Dongarra ./31 

The course consists of three parts, starting with an 
introduction to parallel computing architectures, fol­
lowed by an overview of parallel computing exten­
sions of high-level languages like Fortran. The third 
part consists of term projects on various parallel 
computers in which students get first-hand opportu­
nities to implement the ideas discussed in the first 
and second parts of the course. 

The course begins with a survey of historical and 
philosophical perspectives on parallel computing, as 
summarized in an excellent series of essays in 
DIEDALUS, the Journal of the American Academy 
of Arts and Sciences.f4J Some essays compare and 
contrast the development and societal impact of 
the first digital electronic computers and the corre­
sponding changes wrought by the emergence of the 
massively parallel computer. Other essays provide 
benchmark comparisons of conventional vector 
supercomputers, RISC workstations, and parallel 
machines on a suite of computational tasks. 
Students are also directed to historical accounts of 
the founding of the major players in the parallel 
computing market.csJ 

The course then shifts into an introductory de­
scription of parallel computer architectures. The con­
cept of algorithm and machine granularity (fine grain 
and coarse grain parallelism) styles of control (SIMD, 
MIMD), and memory layout (Shared, Distributed­
Message Passing) are reviewed. The book by 
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Bertsekas and Tsitsiklis1s1 is used as a guide. The 
concepts are illustrated with specific examples in­
volving Bus-based architectures (Cray, Alliant), 
SIMD computing on the Thinking Machine Corpora­
tion CM2, and message passing on the Intel iPSC/ 
860 hypercube. 

The discussion on parallel computing with high­
level languages centers around parallel extensions 
of the Fortran language. The paradigm for shared 
memory machines (shared common blocks, forking 
of child processes, barrier synchronization, spin locks) 
follows the discussion in Brawer,111 and his stan­
dards are then compared with example Fortran codes 
on real machines (Sequent Symmetry, IBM 3090). 
Fortran extensions on message passing systems (node 
programs, host programs, synchronous and asyn­
chronous sends and receives, waiting for messages) 
are illustrated with examples from the Intel iPSC/ 
860 hypercube. Students monitor program perfor­
mance on the iPSC/860 with execution trace files 
created by PICLfsJ and subsequent visualization on 
Unix workstations with the ParaGraph software de­
veloped by Heath and coworkers. 191 

This section of the course then concludes with a 
discussion of Fortran90 and its close relative, CM 
Fortran. A four-hour videotape on CM Fortran imple­
mentation on the CM5 provided by the Thinking 
Machines Corporation was used. The coverage of 
Fortran90 was partly hampered by the lack of an 
inexpensive compiler for the workstation environ­
ment. However, we recently obtained the NAG For­
tran90 compiler for our NeXTstations and plan to 
use it in the course next year. 

A required project takes the last five weeks of the 
semester. A list of suggested projects is announced 
at the start of the semester so that students have ten 
weeks to pick their project and find their partner. 
Students are grouped in teams of two, and as far as 
possible undergraduates are paired with graduate 
students. Since twelve students (including five se­
niors) took the course in the spring of 1992, we had 
six teams and projects (see Table 1, next page). In 
general, project topics range from the adventurous 
(review and reproduction of parallel algorithms from 
the burgeoning literature on parallel computing) to 
the pragmatic (parallelization of codes from disser­
tation research) implementations on the iPSC/860 
or the CM5. One team used both machines. 

173 



TABLE 1 
Term Projects: Spring 1992 

• Parallel branch and bound for mixed integer linear 
programs 

• Numerical implementation of conjugate gradient and 
Gaussian elimination methods on parallel computers 

• Parallel computational solutions of hyperbolic PDEs 
(humidification waves in solar energy desiccants) 

• Polyhedra in Stokes flow (particle simulations on the 
iPSC/860 and CM5) 

• Molecular dynamics on the hypercube (simulation of 
Lennard-Jones fluids) 

• Wavelet transforms for signal analysis (signal data 
compression) 

Oral presentations, conducted during the last two 
weeks of the course, present students with the 
opportunity to learn from each other. A number 
of established techniques in the literature, as well 
as new tricks on a particular machine, are dis­
seminated in these discussions. Course grades are 
computed on the basis of the oral presentation and 
written report. 

At the end of the semester, the student evalua­
tions were collected. On the basis of a very favorable 
response, it appears that this course will be a regu­
lar spring semester offering in the department 
(and in the college of engineering) . Work is 
also underway to integrate this course into a 
multicourse sequence in parallel computing in the 
Computer Sciences Department. A two-day version 
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CHEMICAL ENGINEERING DESIGN 
PROJECT:ACASESTUDYAPPROACH 
by Martyn S. Ray and David W. Johnson 
Gordon and Breach Science Publishers, New York; 
357 pages, $90 hardbound, $65 softbound (1989) 

Reviewed by 
James R. Fair 
The University of Texas at Austin 

This text is intended for use in the senior design 
course for chemical engineering students. It offers 
an approach that is different from that of the usual 
design course text; whereas the others provid~ a 
general overview of the design process, this text 
deals in considerable depth with just one project­
the development and design of a plant to produce 
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of the course is also available from the AIChE Con­
tinuing Education Division.t101 

One final note: computer programs developed for 
the term projects are archived on a file server for 
future reference. It is my intention to document the 
growth of the parallel computing culture by monitor­
ing the evolution of student projects, in terms of 
style and level of sophistication, starting with what 
future generations may view as the dawn of the age 
of parallel computing. 

REFERENCES 
1. Amundson, N.R. (Committee Chairman), Frontiers in Chemi­

cal Engineering Research Needs and Opportunities, National 
Academy Press (1988) 

2. Flynn, M.J ., "Very High-Speed Computers," Proc. IEEE, 54, 
1901 (1966) 

3. Dongarra, J.J., "Performance of Various Computers Using 
Standard Linear Equations Software," Supercomputing Re­
uiew, 3, 49 (1990) 

4. Graubard, S.R. (Ed.), DIEDALUS (J. Amer. Acad. Arts and 
Sci. ), Winter (1992) 

5. Trew, A., and G. Wilson (Eds.), Past, Present, Parallel: A 
Suruey of Auailable Parallel Computing Systems, Springer­
Verlag (1991) 

6. Bertsekas, D.P., and J .N. Tsitsiklis, Parallel and Distrib­
uted Computation Numerical Methods, Prentice Hall (1989) 

7. Brawer, S., Introduction to Parallel Programming, Academic 
Press (1989) 

8. Geist, G.A., M.T. Heath, B.W. Peyton, and P.H. Worley, "A 
Users' Guide to PICL: A Portable Instrumented Communi­
cation Library," ORNL/TM, 116l(j March (1992) 

9. Heath, M.T., and J.A. Etheridge, "ParaGraph: A Tool for 
Visualizing Performance of Parallel Programs," ORNL/TM, 
1181:i May (1991) 

10. Kim, S., A.N. Beris, and J.F. Pekny, "Methodology of Paral­
lel Computing," AIChE Today Series, AIChE (1990) 0 

nitric acid from ammonia and air. The factors 
supporting this project are dealt with in con­
siderably more detail than would be the case for 
the usual text. 

The book is divided into two main parts plus a 
lengthy appendix. Part I covers general aspects of a 
proposed nitric acid plant: feasibility study, process 
selection, site location, preliminary process design, 
and economic evaluation. Part II covers detailed de­
sign aspects, with sub-case studies of the absorption 
column, the steam superheater, and a pump to re­
move liquid from the absorber. Appendix contents 
include supporting property and cost data and ex­
ample equipment calculations. Notable, the book con­
tains no information on capital or manufacturing 
cost estimating or profitability analysis. No mention 
is made of discounted cash flow, for example. How­
Continued on page 189 
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