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Abstract

As Artificial Intelligence Systems (AIS) become ubig-
uitous, the need for standardized frameworks and quan-
tifiable metrics to evaluate their trustworthiness has be-
come more urgent, particularly in critical domains such
as medicine, finance, and cybersecurity. In literature,
there are number of frameworks presented for quanti-
fying trust within AI across different domains, which
often times do not use a unified vocabulary. This study
provides a recent review of existing trustworthy Al
(TAI) frameworks and associated metrics for assessing
Al trustworthiness. We examine peer-reviewed publi-
cations from 2020 to 2025 to identify 8 TAI frame-
works and extracted a total of 138 metrics for evaluat-
ing trustworthiness in Al-assisted systems across differ-
ent aspects of trust. The conceptual elements of each
framework are subsequently analyzed and mapped to
the National Institute of Standards and Technology Al
Risk Management Framework (NIST AI RMF), often
referred to as NIST’s TAI framework. The NIST TAI
framework identifies seven core characteristics of trust-
worthy Al systems, which we adopt as the TAI pillars in
this paper for framework unification. We highlight com-
monalities and divergences across the reviewed frame-
works based on their proposed pillars and metrics. Fi-
nally, all metrics were placed in an Excel spreadsheet
sorted by NIST pillars for reproducibility.

Introduction

Artificial Intelligence (AI) has been adopted across a wide
range of domains, including medicine, finance, and cyberse-
curity (Thiebes, Lins, and Sunyaev 2021). Al technologies
play a crucial role in various practical applications such as
clinical diagnostics, autonomous navigation, or security en-
gineering (e.g., phishing, smishing, malicious website de-
tection and characterization) (Feng et al. 2025; Mia, De-
rakhshan, and Pritom 2025; Pritom and Xu 2022; Mia et
al. 2025). In addition, the rise of Large Language Models
(LLMs) has accelerated the integration of Al in high-risk
decision-making processes that requires trustworthiness and
reliability (Chittimalla and Potluri 2025). These advance-
ments have not only enhanced efficiency and accuracy, but
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have also reshaped how we approach complex problem-
solving and decision-making. Thus, in order to effectively
utilize Al systems, users (i.e., analysts) must be able to trust
and rely on Al system’s outputs, making the metrics for eval-
uating Al trustworthiness even more crucial.

There are existing challenges when attempting to trust Al
such as violations of privacy, inherent biases, and the po-
tential for errors in the models (Thiebes, Lins, and Sunyaev
2021). For example, in case of privacy, many users may
not completely grasp the concepts of how their data is be-
ing stored, used, and protected. Next, the bias against cer-
tain ethnic groups within the Al-based risk assessment tools
of the US court system (Wing 2021) triggers questions like
“How do we want to apply AI more fairly?”. Additionally,
errors in Al algorithms/models have also caused huge eco-
nomic losses within the trading sector in the past (Thiebes,
Lins, and Sunyaev 2021). Moreover, along with the tech-
nical issues there are user perception issues such as fear-
mongering for the use of Al, which can hamper trust (Juhasz
2024). Again, explainable Al (XAI) often deemed as means
to enhance trust in AIS, but they area also vulnerable to var-
ious adversarial attacks (Noppel and Wressnegger 2024)
(Mia and Pritom 2025).

Motivated by the above issues, it is important to de-
velop Al systems that are deemed trustworthy and to reach
a consensus on the principles that constitute trustworthi-
ness. However, trust is inherently a subjective and context-
dependent concept and its quantification within Al is a chal-
lenging problem. Existing literature suggests that there must
be areliable and evidence-based understanding of how much
users actually trust the system and why (Gille, Jobin, and
Ienca 2020). Moreover, being able to present tangible, em-
pirical evidence of trust, through standardized and clearly
defined set of metrics would aid towards building confidence
and facilitating broader acceptance of Al in critical decision-
making scenarios. Without such metrics, trust remains an ab-
stract idea, difficult to evaluate or improve in a meaningful
way.

The main contributions of this paper are as follows:

1. A systematic synthesis of existing trust frameworks.

2. A unified mapping of these frameworks to the NIST Al
Risk Management Framework.

3. The development of a consolidated set of 138 trust evalu-



ation metrics.

4. The creation of an open-access dataset/spreadsheet to sup-
port reproducibility.

In summary, this paper primarily contributes by providing
a landscaping of various TAI frameworks and metrics and
systematize them for leveraging in critical applications.

Background and Related Works
Definition of Trust

A universally accepted definition of frust remains elusive
across domains where Al is applied, including medicine, fi-
nance, traffic, manufacturing, or cybersecurity. It depends
on who (or what) is being trusted and by whom. Trust
in Al technology by any human analyst often hinges on
attributes like functionality, reliability, explainability, and
safety (Thiebes, Lins, and Sunyaev 2021). Given the vari-
ation in definitions, in the context of this paper, we adopt
the following definition of trust in the context of Al systems
provided within the NIST Trustworthy & Responsible Al
Resource Center (AIRC) glossary (NIST 2025):

* Definition: “Trust is the degree to which a user or other
stakeholder has confidence that a system will behave as
intended.”

Establishing of Trustworthy AI Principles

Although adoption of Al emphasized performance and in-
novation, high-profile failures such as algorithmic bias in
lending and hiring or privacy violations in facial recogni-
tion systems, revealed that inadequately governed Al can
undermine civil liberties, exacerbate inequality, and erode
public trust (Nawa 2025; Office of Science and Technology
Policy 2022). These challenges prompted coordinated ef-
forts by governments and international organizations to de-
fine principles for TAI. Notably, the OECD’s 2019 Al prin-
ciples emphasized transparency, accountability, and respect
for human rights, while the European Commission’s ethics
guidelines for trustworthy Al outlined requirements such as
human oversight, data governance, and non-discrimination
(2019; (European Commission, High-Level Expert Group
on Artificial Intelligence 2019). These ethical frameworks
later informed binding regulatory approaches, most notably
the EU’s Artificial Intelligence Act, which adopts a human-
centric and risk-based governance model (Union 2021). In
the US, the White House Office of Science and Technol-
ogy Policy introduced the Al Bill of Rights to promote fair-
ness, privacy, and user empowerment (Office of Science and
Technology Policy 2022). However, scholars caution that
trust cannot be achieved through just regulatory compliance
alone and must also account for social and contextual factors
influencing user perception (Gille, Jobin, and Ienca 2020).
Hence, we review the developments chronologically to em-
phasize the roles of the EU, NIST, OECD, UNESCO, and
other key institutions.

In 2018, the European Commission appointed the High-
Level Expert Group (HLEG) on Al to support its Al strat-
egy, framing the technology as a scientific and industrial
priority (Zenner 2025). The group’s foundational ambition

to establish Trustworthy Al through ethical guidance helped
shape subsequent international initiatives, such as the OECD
and UNESCO principles (Vidal 2024). The Guidelines de-
fine trustworthy Al in terms of three components (lawful,
ethical, and robust) and present a framework for achiev-
ing these goals. They also specify seven key requirements
for establishing a human-centric framework, including hu-
man agency and oversight, technical robustness and safety,
privacy and data governance, transparency, fairness, soci-
etal well-being, and accountability (European Commission,
High-Level Expert Group on Artificial Intelligence 2019).
In 2019, the OECD adopted its Al Principles, aligned with
EU guidelines. They updated their Al Principles in May
2024 (OECD 2024) and endorsed by the G20, promoting
trustworthy Al respecting human rights (Leopard and Ep-
stein 2025). UNESCO initiated its Al ethics instrument in
November 2019 and adopted its Al Ethics Recommenda-
tion in 2021 (UNESCO 2021). The European Commission
proposed the AI Act in April 2021, adopting a risk-based
approach (Bellogin et al. 2024) and entered to enforce in
August 2024, with phased implementation from 2025, sup-
ported by the Commission’s Al Office and global collabo-
rations. NIST began its AI RMF in July 2021, with drafts
in 2022 and EU-US alignment via joint roadmaps, and fi-
nalized its Al RMF in January 2023 (National Institute of
Standards and Technology 2023).

Background on NIST AI RMF

Recently, NIST introduced the A/ RMF (National Institute
of Standards and Technology 2024) to help individuals and
organizations identify and manage risks associated with Al-
driven applications. NIST put forth a list of characteristics
that are required for the Al system to be considered trust-
worthy. They outline the following seven pillars to establish
trust in Al system: (1) validity and reliability, (2) safety, (3)
security and resiliency, (4) accountability and transparency,
(5) explainablity and interpretability, (6) privacy, and (7)
fairness, which are discussed below.

Validity and Reliability. validation ensures an Al system
meets its intended-use requirements, while reliability refers
to consistent and correct performance over time and con-
ditions; failures in either can reduce trust and cause harm.
Validity and reliability should be assessed continuously
through realistic testing, monitoring, and, when necessary,
human oversight, with some robustness metrics mapped
within this pillar.

Safety. NIST highlights that AI systems must operate
safely without endangering people, property, or the environ-
ment, which requires responsible design, deployment, and
clear guidance for users (National Institute of Standards and
Technology 2024). Safety is strengthened through documen-
tation and explanations informed by real-world incidents,
risk management strategies, and early life-cycle planning,
particularly for high-impact scenarios such as large-scale
data loss or critical infrastructure disruption. Ongoing test-
ing, monitoring, and human override mechanisms are essen-
tial to prevent and mitigate serious failures.



Security and Resiliency. Al systems are considered re-
silient if they can withstand unexpected conditions or misuse
and continue operating safely, including degrading or ter-
minating performance in a controlled manner. Security ex-
tends resilience by focusing on preventing and responding to
threats such as adversarial attacks, data poisoning, or model
theft, which is achieved by maintaining the confidentiality,
integrity, and availability (i.e., CIA triad) properties.

Accountability and Transparency. Trust in Al depends
on transparency and accountability, where transparency in-
volves providing role and life-cycle appropriate informa-
tion on how an Al system works, who is responsible, and
how errors or risks are communicated to users. Although
transparency alone does not guarantee fairness, accuracy, or
security, it is essential for evaluating these properties and
for enabling accountability across legal and organizational
contexts. In high-stakes settings, developers and deployers
must increase transparency efforts while balancing cost, re-
sources, and protection of proprietary information.

Explainability and Interpretability. Explainability con-
cerns understanding how exactly an Al system works, while
interpretability refers to how well its outputs can be under-
stood in relation to the system’s intended function. Together,
they enable users and developers to assess the Al decisions,
as opaque “black-box” systems are often perceived as risky
or unreliable. Tailoring explanations to user roles and pro-
viding clear rationales for outputs supports debugging, mon-
itoring, auditing, and risk mitigation (Mia et al. 2024).

Privacy. Privacy aspects protect individuals’ autonomy,
identity, and control over personal information, guiding Al
design through principles such as anonymity, confidentiality,
and consent. AIS introduces new privacy risks by enabling
inference and re-identification, which can impact other trust
aspects such as security, fairness, and transparency, creating
unavoidable tradeoffs. While privacy-enhancing techniques
like encryption or perturbation can mitigate these risks, they
may reduce accuracy and unevenly affect certain groups,
with implications for fairness.

Fairness. Fairness in Al aims to reduce harmful bias and
avoid systematically disadvantaging particular groups. In
cybersecurity context, bias can arise when systems such
as intrusion detection or malware classifiers are trained on
limited attack types or regions, leading to misclassifica-
tion and elevated false positives for underrepresented attack
patterns. NIST identifies systemic, computational/statistical,
and human-cognitive biases, noting that even unintentional
biases can be amplified by Al at scale and undermine fair-
ness.

Related Surveys and Reviews on Trustworthy Al

In parallel, academic research has re-framed trust in Al as
a multidimensional construct extending beyond accuracy to
include ethical, legal, and human-centered considerations
(Thiebes, Lins, and Sunyaev 2021; Campagner, Angius, and
Cabitza 2023; Lockey et al. 2021; Aleksandra et al. 2025;
Wing 2021). Studies highlight the importance of life-cycle
governance, human agency, transparency, robustness, and

accountability, as well as user engagement and interpretabil-
ity, in fostering trust (Lu et al. 2023; Jeung and Huang 2023;
Li et al. 2023; Kowald et al. 2024). Kemmerzell et al. (Kem-
merzell et al. 2025) put forth a survey that introduces a uni-
fied, lifecycle-aware evaluation framework that synthesizes
existing frameworks and provides a comprehensive catalog
of quantitative metrics to operationalize and assess trustwor-
thiness in real-world Al systems. Palumbo et al. (Palumbo,
Carneiro, and Alves 2025) puts forth a systematic review
that reveals that, despite growing attention to Al ethics, ob-
jective and practical metrics remain scarce and unevenly dis-
tributed across ethical principles, highlighting a significant
gap that hinders the evaluation and monitoring of ethical
Al systems in real-world data science applications. Specifi-
cally, (Li et al. 2023) emphasized that the reproducibility of
TAI computational procedures is vital for real-world deploy-
ment. Complementing this, (Kaur et al. 2022) highlighted
the importance of human acceptance, where internal met-
rics are dictated by core TAI pillars and the specific inter-
action environment, such as human-to-human or human-to-
machine contexts. Similarly, (Liu et al. 2022) discussed the
impact of Al systems on the operational environment includ-
ing physical and computational constraints while noting that
model adaptivity and quantization are keys to accelerating
human trust and widespread adoption.

Research Methodology

In this study, we have employed a literature search strategy
divided into two distinct phases to ensure a comprehensive
review of both traditional trustworthy Al and the rapidly
emerging field of trustworthy generative AI. We have as-
sembled a collection of scholarly publications, prioritizing
those with direct applications in high-stakes domains such
as healthcare or cybersecurity fields where potential conse-
quences of Al-driven decisions are critical. An overall pic-
torial view of of our study is provided in figure 1.

Paper Search Strategy and Sources

We conduct a broad search across major academic
databases, including Google Scholar, IEEE Xplore, and
ACM Digital Library. The filtered the search with publica-
tions between 2020 and 2025. We have used two different
sets of keywords to search. The primary keywords used for
search are “Trustworthy Al Framework”, “Trustworthy Al
Metrics”, “Al Risk Management”, and “Al Safety Metrics”.
To capture papers related to generative Al, we have used a
set of keywords containing “LLM Trustworthiness”, “Agen-
tic Al Safety”, and “Trustworthy Generative Al”.

Paper Inclusion and Exclusion Criteria

To ensure the study is focused on landscaping TAI frame-
works, we select papers based on the following criteria:

Inclusion Criteria (IC): IC1 (Explicit Trust Focus): The
paper must propose a novel framework or use an existing one
that directly focuses on trust or trustworthiness as its pri-
mary theme. IC2 (Quantifiable Metrics): The work must
define quantifiable evaluation metrics (e.g., Jailbreak Rate,
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Figure 1: Overview of Research Methods to Map TAI
Frameworks into NIST Al RMF

Disparate Impact) rather than only discussing high-level eth-
ical or qualitative guidelines. IC3 (NIST Applicability): We
must be able to theoretically map their metrics to at least one
of the NIST AI RMF pillars. IC4 (Temporal Relevance):
The study must be published between 2020 and 2025 to en-
sure coverage of established predictive Al or rising Genera-
tive Al benchmarks.

Exclusion Criteria (EC): EC1 (Purely Theoretical): We
removed papers that discuss trust as a philosophical, legal, or
qualitative concept without proposing technical evaluation
methods or calculation formulas. EC2 (Single-Metric Fo-
cus): Works that focus on a single performance metric (e.g.,
optimizing only Accuracy or Latency) without addressing
the broader context of trustworthiness were excluded. EC3
(Operational Tool Surveys): Surveys that listed software
tools (e.g., MLOps platforms) without proposing a theoreti-
cal framework or metric taxonomy were excluded from the
mapping (we kept selected insights for the discussion sec-
tion).

Paper Collection

Based on our defined inclusion and exclusion criteria (ICs
and ECs), we conducted targeted search sessions to account
for varying architectural paradigms. This process yielded
eight representative frameworks: six (F1—Fg) focusing on
predictive modeling within supervised and federated learn-
ing, and two high-impact benchmarks focusing on LLMs,
TrustLLM (F7) and TrustAgent (Fg). These final two LLM-
based frameworks are selected specifically to measure gen-
erative vulnerabilities, such as hallucinations and tool abuse,
which are absent in traditional predictive systems.

Analysis of Collected Papers

The selected frameworks are subjected to a systematic re-
view process aimed at extracting two categories of informa-
tion: (1) core conceptual structure of each framework (e.g.,
guiding principles, trust components), and (2) all explic-
itly stated evaluation metrics, especially those relevant or
adaptable to cybersecurity context. These metrics are then
compiled into a structured tabular format (e.g., spreadsheet),
with each entry accompanied by detailed descriptions, out-
put type, value range, and, where available, the associated

computational or assessment methods. Following this ex-
traction, we have conducted a comparative analysis of the
conceptual foundations of each framework, aligning and
contrasting them with the NIST AI RMF pillars. Finally, the
evaluation metrics are categorized and mapped onto the cor-
responding seven NIST trustworthiness pillars, facilitating a
structured synthesis that assess the existing framework and
their coverage.

Mapping Methodology

Each framework’s core concepts or pillars, along with their
associated metrics, were systematically mapped to the NIST
Al Risk Management Framework pillars. This mapping was
conducted independently by the authors, who analyzed the
definitions and descriptions of each concept or pillar within
the source papers and aligned them as closely as possible
with the corresponding NIST AI RMF categories. In cases
of ambiguity, the authors engaged in collaborative discus-
sion to determine the most appropriate alignment. Any dis-
agreements were resolved through open deliberation until
consensus was achieved. All decisions were documented in
the Excel spreadsheet available to all authors for review.

Aggregating Metrics As Artifact

Lastly, we provide a master Excel sheet given in this Github
repository https://github.com/MarazMia/
TrustAtLas-NIST-RMF-Mapping as a research
artifact that covers all the analyzed TAI frameworks to list
their corresponding metrics across various TAI pillars with
clear metrics definition, formulas (where applicable), and
applicable scenarios taken from each selected framework.
This master artifact would help the analysts and future
researchers to explore the effective set of metrics to measure
trust in AL

Mapping and Contextualizing Current TAI
Frameworks with NIST AI RMF

We map the existing TAI framework’s pillar into NIST Al
RMF to understand the coverage of existing TAI frameworks
and analyze similarities or dissimilarities. We discuss each
of the 8 individual frameworks and their corresponding map-
ping with NIST AI RMF. Moreover, Table 1 presents a sum-
mary of the pillar mapping into NIST AI RMF.

Cirne’s Framework (F;) Mapped to AI RMF

Cirne et al. (Cirne and Calambur 2024) propose a framework
that closely mirrors the NIST AI Risk Management Frame-
work, adopting all seven pillars, Reliability and Validity,
Safety, Security and Resilience, Accountability and Trans-
parency, Explainability and Interpretability , Privacy, and
Bias Management, with direct one-to-one alignment. The
key difference lies not in structure, but in operationaliza-
tion: while the NIST AI RMF provides high-level guidance,
Cirne et al. translate each pillar into concrete, measurable
metrics (e.g., uptime and confusion-matrix rates for reliabil-
ity, system documentation and consent for safety, and bias
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issue tracking for fairness). Thus, their framework primar-
ily extends NIST by introducing practical, implementation-
focused metrics rather than redefining or expanding its con-
ceptual pillars. From this work, we put together 23 metrics
from this framework across different TAI pillars in our mas-
ter Excel sheet.

Huertas’s (F5) and Sanchez’s (F3) Frameworks
Mapped to Al RMF

Huertas et al. (Huertas Celdran et al. 2023) propose a four-
pillar framework, fairness, explainability, robustness, and
accountability, supported by 23 metrics and an implemented
algorithm for cyberattack classification. While the frame-
work introduces concrete metrics and practical tooling (e.g.,
IBM FactSheets for accountability), it aligns with only four
pillars of the NIST AI Risk Management Framework, leav-
ing validity and reliability, safety, and privacy unaddressed.

Sanchez et al. (Sanchez et al. 2024) extend this work
by incorporating federated learning, introducing a dedicated
privacy pillar and an additional federation concept with met-
rics for client and model management. They also expand
existing pillars with new metrics (e.g., certified robustness,
accuracy variation, and model replacement), increasing the
total to 42 metrics. As a result, their framework improves
alignment with the NIST AI RMF by addressing the previ-
ously missing privacy dimension, though validity and relia-
bility and safety remain unmapped. Overall, the key differ-
ence is that Sanchez et al. broaden both the scope and cov-
erage of Huertas et al.’s framework, moving it closer to the
more comprehensive structure of NIST.

Campagner’s Framework (F;) Mapped to Al RMF

Campagner et al. (Campagner, Angius, and Cabitza 2023)
propose a six-pillar methodology for medical Al grounded
in trust in automation, but unlike the NIST AI Risk Man-
agement Framework, their framework does not span all trust
dimensions. Instead, most of their pillars, such as Source Re-
liability, Advice Accuracy, Pragmatic Utility, Advice Value,
and Decision Benefit, largely concentrate on and map to va-
lidity and reliability, with limited coverage of other NIST
pillars. Only Benefit Diagram aligns with explainability and
interpretability, and Potential Robustness aligns with secu-
rity and resilience. Thus, the key difference is that Cam-
pagner et al. emphasize decision-making performance and
clinical utility within a narrow subset of trust dimensions,
whereas the NIST AI RMF provides a broader, more bal-
anced framework encompassing multiple aspects of trust-
worthy Al. We compiled 10 metrics from this framework
in the master Excel under the corresponding pillars.

SAFE Framework (F5) Mapped to Al RMF

Based on the AI Act proposed by the European Commis-
sion (European Commission, High-Level Expert Group on
Artificial Intelligence 2019), Giudici and Raffinetti (Giudici
and Raffinetti 2023) introduce the SAFE framework, which
operationalizes regulatory requirements for high-risk Al ap-
plications. The framework is structured around four core pil-
lars: Sustainability, Accuracy, Fairness, and Explainability.

Within SAFE, sustainability is defined broadly as the ability
of an Al system to produce stable and reliable outputs under
data shifts or adversarial manipulation, while also account-
ing for environmental impacts such as computational and
energy costs. In contrast, the remaining pillars are treated
as well-established concepts that have been extensively de-
fined and studied in prior literature. They propose to mea-
sure each of these utilizing four different extensions of the
Lorenz curve. When aligning the SAFE framework with the
NIST AI Risk Management Framework (Al RMF), only
three dimensions admit a direct conceptual mapping: Ac-
curacy aligns with Validity and Reliability, Explainability
maps to Explainability and Interpretability, and Fairness cor-
responds directly to the Fairness pillar. Mapping sustainabil-
ity is more challenging due to its expanded definition, which
encompasses both robustness to perturbations and environ-
mental considerations. Given this emphasis on output stabil-
ity and resilience, sustainability is most closely aligned with
the Security and Resiliency pillar of the NIST Al RMF. The
framework includes a total of 4 metrics, one per pillar.

Awadid’s Framework (F;) Mapped to Al RMF

Awadid et al. (Awadid et al. 2024) present a metric-driven
structure for assessing Al trustworthiness within a Model-
Based Systems Engineering (MBSE) context. While not a
governance-oriented framework like the NIST AI Risk Man-
agement Framework (AI RMF), we treat it as a framework
in this study due to its structured organization of nineteen
metrics across six assessment dimensions. The framework
defines trustworthiness through data quality, operability, de-
pendability, robustness, explainability, and human-centered
quality to emphasize evaluation within an Operational De-
sign Domain (ODD). When mapped to the NIST AI RMF,
data quality, operability, and dependability align with Va-
lidity and Reliability, robustness maps to Security and Re-
siliency, and explainability aligns directly with Explainabil-
ity and Interpretability. However, human-centered quality
spans usability, transparency, oversight, and privacy, and
does not map cleanly to a single pillar. The key difference is
its emphasis on quantitative, system-level evaluation, which
can complement NIST’s broader governance perspective.
Based on this framework, we extracted and compiled 23 rel-
evant metrics in the master Excel sheet.

TrustLLM Framework (F7;) Mapped to AI RMF

Huang et al. (Huang et al. 2024) present TrustLLM, a bench-
marking framework designed specifically for Large Lan-
guage Models. Unlike NIST’s broad, governance-oriented
structure for general-purpose Al systems, TrustLLM of-
fers a more operational, LLM-centric approach structured
around six evaluated dimensions: truthfulness, safety, fair-
ness, robustness, privacy, and machine ethics. Mapping to
the NIST AI RMF shows truthfulness aligning with Valid-
ity and Reliability, safety with Safety, fairness with Fair-
ness, robustness with Security and Resiliency, and privacy
with Privacy. Machine ethics is positioned independently
from safety; we therefore treat safety and ethics as com-
plementary components. TrustLLM discusses transparency
and accountability conceptually but includes no dedicated



Table 1: Mapping of Various TAI Frameworks into NIST AI RMF Pillars (Column Presents TAI Pillars From NIST AI RMF)

Framework Validity & Reliability Safety Security & A tability Explainability Privacy-Enhanced Fairness/Bias

Resiliency & Transparency | & Management
Interpretability

Cirne’s Framework - I Validity & Reliability Safety Security & Accountability & | Explainability & | Privacy Bias

(Cirne and Calambur 2024) Resiliency Transparency Interpretability Management

Huertas’s Framework - I, [X] [X] Robustness Accountability Explainability [X] Fairness

(Huertas Celdran et al. 2023)

Sanchez’s Framework - F3 [X] [X] Robustness Accountability Explainability Privacy, Federation Fairness

(Sanchez et al. 2024)

Campagner’s Framework - Source Reliability, Advice X1 Robustness [X] Benefit Diagrams | [X] [X]

Fy (Campagner, Angius, and | Accuracy, Pragmatic Utility,

Cabitza 2023) Advice Value, Decision Benefit

SAFE Framework - F5 Accuracy [X] Sustainability [X] Explainability [X] Fairness

(Giudici and Raffinetti 2023)

Awadid’s Framework - Fg Data Quality, Operability, [X] Robustness [X] Explainability [X] [X]

(Awadid et al. 2024) Dependability

TrustLLM Framework - F; | Truthfulness Safety, Robustness [X] [X] Privacy Fairness

(Huang et al. 2024) Machine Ethics

TrustAgent Framework - Fy | Retrieval Success Rate (RSR) Tool Abuse Memory [X] [X] Privacy Leakage [X]

(Yu et al. 2025) Poisoning

metrics for them. Overall, TrustLLM shifts the focus from
NIST’s broad risk-management guidance to a more practi-
cal, dataset-driven evaluation tailored to LLMs. This makes
it more actionable for benchmarking modern LLMs while
remaining narrower in scope than NIST’s comprehensive
governance framework. In total, we identify 18 evaluation
metrics based on this framework and document them in the
master Excel sheet.

TrustAgent Framework (£3) Mapped to AI RMF

Yu et al. (Yu et al. 2025) introduce TrustAgent, a taxonomy-
driven, modular framework for analyzing trustworthiness
in LLM-based agents and multi-agent systems. While not
a traditional metric framework, we treat it as such due to
its structured organization of agent-specific risks and eval-
vation signals. Unlike NIST’s broad, governance-oriented
structure for general AI systems, TrustAgent adopts a
component-specific perspective, decomposing agents into
intrinsic (brain, memory, tools) and extrinsic (user, other
agents, environment) modules, thereby capturing risks intro-
duced by capabilities such as tool use and long-term mem-
ory. Mapping to the NIST AI RMF shows tool abuse align-
ing with Safety, memory poisoning with Security and Re-
siliency, privacy leakage with Privacy, and retrieval-based
signals (e.g., Retrieval Success Rate) with Validity and Re-
liability. However, dimensions such as accountability and
explainability are not explicitly defined. Overall, TrustA-
gent shifts the focus toward agent-specific vulnerabilities
and modular attack surfaces, offering a more granular,
implementation-focused perspective for dynamic agent ar-
chitectures while remaining narrower in scope than NIST’s
comprehensive governance framework. The framework uti-
lizes 2 primary evaluation metrics (ASR and RSR) and 5
additional metrics from prior work, resulting in a total of 7
metrics included in our consolidated Excel sheet.

Discussion

The NIST AI RMF is intentionally flexible, enabling adop-
tion across diverse domains such as healthcare, cybersecu-
rity, finance, and autonomous systems. However, trust and
the metrics used to quantify it is inherently context depen-
dent. Metrics that are highly effective in one domain, such

as cybersecurity, may not transfer with the same validity to
another, such as finance or medicine. Therefore, developing
domain-specific subsets of trust metrics is essential to en-
sure that trust assessments remain accurate, meaningful, and
operationally relevant. Moreover, simply mapping metrics
to trustworthy Al (TAI) pillars does not, by itself, guaran-
tee their practical applicability or adoption in real-world Al
deployments.

This limitation is further supported by existing research
demonstrating a gap between the theoretical availability of
trustworthiness metrics and their implementation in current
monitoring tools. Helmer et al. (Helmer et al. 2025) exam-
ined a broad landscape of LLM evaluation tools to determine
which trust metrics are practically supported. Their identi-
fication of 43 relevant trustworthiness metrics and subse-
quent evaluation across 23 widely used tools revealed that
robustness, performance, and safety metrics are compara-
tively well represented, whereas privacy, transparency, and
fairness remain significantly underrepresented. Notably, no
single tool provides comprehensive coverage across all trust-
worthiness dimensions. Their findings also highlight a heavy
dependence on LLM-as-a-judge metrics, which, while scal-
able, introduce concerns regarding reproducibility, explain-
ability, and consistency. This empirical evidence strongly
aligns with our NIST AI RMF-based mapping and rein-
forces that the central challenge in trustworthy Al is no
longer the definition of principles, but rather the develop-
ment of deployable, standards-aligned metrics that compre-
hensively address all trustworthiness pillars within specific
domains, including cybersecurity, healthcare, and finance.

Although the analyzed eight frameworks, F;—Fjy, offer
valuable qualitative perspectives, an important gap remains
in their architectural and domain-specific alignment. In par-
ticular, frameworks F—Fj are largely optimized for tradi-
tional machine learning and deep learning predictive tasks,
leaving limited coverage for unsupervised learning settings,
such as clustering, and reinforcement learning environ-
ments. This creates a methodological gap for Al systems that
operate beyond supervised prediction. Additionally, many
current evaluation schemes emphasize general performance
metrics while overlooking the nuanced and high-stakes re-
quirements of sectors such as healthcare and cybersecu-



rity, where reliability, interpretability, and risk sensitivity are
paramount. Another key insight from the present study is the
relative lack of metrics designed to assess ethical standards,
responsible Al behavior, and user perceived trust, which
are increasingly critical in real-world deployment contexts.
This suggests an opportunity for future extensions of the
NIST AI RMF to more explicitly incorporate trust pillars
or sub-dimensions dedicated to ethical Al, responsible Al,
and human-AlI collaboration.

Future Directions

Future work should focus on validating the proposed sub-
set of trust metrics through real-world deployment and user
studies with cybersecurity analysts to ensure practical rele-
vance and usability. Building on this foundation, future re-
search should investigate aggregation techniques that com-
bine multiple metrics into a unified trust score, enabling a
more holistic assessment of Al trustworthiness. This line of
work should also expand into emerging areas of trustworthy
Al evaluation, particularly the development of trust metrics
tailored to large language models (LLMs), where challenges
such as hallucinations, uncertainty, and contextual reliabil-
ity require specialized measurement approaches. In paral-
lel, further study of human-AlI trust calibration is needed to
better understand how analysts adjust their reliance on Al
systems and how metric feedback can support appropriately
calibrated trust. Advancing automated trust evaluation meth-
ods also represents an important direction, as continuous and
real-time monitoring could reduce dependence on manual
assessment while improving responsiveness to system drift
and evolving threats. Additionally, future research should in-
corporate regulatory-driven trust metrics aligned with estab-
lished frameworks such as the NIST AI RMF and emerg-
ing policy guidelines to ensure compliance, standardization,
and cross-domain applicability. Finally, this work should be
extended toward broader framework generalization through
the development of a Context-Aware Metric Mapping layer
that translates raw model outputs into actionable risk in-
dices, ensuring that trustworthiness assessments are not only
statistically rigorous but also operationally meaningful and
manageable for analysts.

Conclusion

This study has systematically evaluated multiple trustwor-
thy AI frameworks that collectively identified a total of 138
quantitative and qualitative metrics for measuring trust in
Al systems, providing a comprehensive view of the current
landscape of frameworks and evaluation benchmarks. The
pillars, dimensions, and components of these existing frame-
works are subsequently mapped to the seven pillars of the
NIST AI Risk Management Framework to establish a stan-
dardized cross-framework taxonomy of Al trustworthiness
metrics. To support transparency, reproducibility, and future
adoption, all identified metrics have been organized into an
open-access spreadsheet and categorized according to their
corresponding NIST AI RMF pillars. This structured map-
ping not only clarifies commonalities and gaps across exist-
ing trustworthy Al frameworks, but also provides practition-

ers and researchers with a practical foundation for selecting
domain-relevant metrics to operationalize trust assessment
in real-world Al adoptions and deployments.
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