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Abstract

Activation functions play a pivotal role in Neural Net-
works by enabling the modeling of complex non-linear
relationships within data. However, the computational
cost associated with certain activation functions, such
as the hyperbolic tangent (tanh) and its gradient, can be
substantial. In this study, we demonstrate that a piece-
wise linear approximation of the tanh function, utilizing
pre-calculated slopes, achieves faster computation with-
out significant degradation in performance. Conversely,
we show that a piecewise linear approximation of the
sigmoid function is computationally slower compared
to its continuous counterpart. These findings suggest
that the computational efficiency of a piecewise acti-
vation function depends on whether the indexing and
arithmetic costs of the approximation are lower than
those of the continuous function.

Introduction

Neural networks possess a remarkable ability to capture
complex non-linear patterns in data. This capability is
largely attributed to activation functions, which introduce
non-linearity into the network (Cybenko 1989). However,
activation functions entail a significant computational cost,
as their evaluation and gradient calculation can be expensive
(Datta 2020). Over the years, various activation functions
have been investigated, each with specific advantages and
disadvantages.

For example, the ReLU (Agarap 2018) activation func-
tion was introduced for its computational efficiency but is
prone to the dying ReLU (Lu Lu et al. 2020) problem. In
contrast, sigmoid and tanh functions, while computationally
more expensive (Datta 2020). Nevertheless, they suffer from
vanishing gradient (Hochreiter 1998) problems.

In this paper, we present a novel version of the sigmoid
and tanh activation functions, which retain their benefits
while reducing computational cost.

Technical Background

Activation functions add non-linearity to neural networks,
enabling them to approximate complex relationships (Cy-
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benko 1989). Without these functions, a network effectively
becomes a linear mapping, regardless of depth (Hornik,
Stinchcombe, and White 1989).

Sigmoid Activation Function

The sigmoid function is given by

o(x) !

TTver @

It outputs values in (0, 1) but saturates for large |z|, caus-
ing the vanishing gradient problem. Its derivative, o’(x) =
o(z)(1 — o(z)), becomes very small near 0 or 1. Addi-
tionally, the exponential calculation raises the computational
cost (Datta 2020).

Tanh Activation Function
The tanh function,
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tanh(z) = 2)
maps inputs to (—1, 1) and can help zero-center activations.
Its derivative, tanh’(z) = 1 — tanh?(z), also diminishes at
high |z|. Like sigmoid, tanh uses exponentials and can incur
considerable computation.

ReLU Activation Function
The Rectified Linear Unit (ReLU),

f(x) = maX(O,x), 3

is piecewise linear and typically faster to compute. Its
derivative is 1 for z > 0 and O otherwise, avoiding the
vanishing gradient issue on positive inputs but risking dy-
ing ReLU when neurons receive non-positive inputs (Xu et
al. 2015).

Related Work

The design and optimization of activation functions have
been an important area of research in deep learning. Ap-
proaches leveraging piecewise linear approximations have
gained attention for their ability to accelerate training while
maintaining accuracy.



The Hard Sigmoid mentioned in (TensorFlow-docs 2023)
is a piecewise linear approximation of the traditional sig-
moid function. By replacing the computationally expensive
exponential operations with simple linear computations.

In another study, (Nicolae 2018) examined the utility of
piecewise linear approximations in addressing challenges
such as vanishing gradients. The proposed method empha-
sized the advantages of linear approximations in enhancing
computational efficiency.

Additionally, (Inturrisi et al. 2021) investigated the use of
Piecewise Linear Units (PLUs) to replace traditional acti-
vation functions such as sigmoid and tanh. By approximat-
ing these functions with linear segments, the study demon-
strated reduced computational overhead without compro-
mising model performance.

In a hardware based implementation, (Reggiani, Andri,
and Cavigelli 2023) proposed a hardware-centric solution
for efficient activation function computation. By introduc-
ing a specialized hardware accelerator that employs non-
uniform piecewise interpolation, the approach achieved sig-
nificant reductions in latency and power consumption. This
method is particularly effective in resource-constrained en-
vironments, including embedded systems and edge devices.

However, existing methods lack a fine-grained, precom-
puted piecewise linear approximation specifically tailored
for faster training. Our proposed approach divides the sig-
moid function into n linear segments with precomputed
slopes, inspired by the Hard Sigmoid function. This method
achieves a balance between computational efficiency and
performance, offering a scalable solution to accelerate train-
ing without sacrificing accuracy.

Methodology

Our proposed methodology introduces an efficient piecewise
approximation for sigmoid and tanh functions. Given an ac-
tivation function f(x) (e.g., sigmoid or tanh), we divide its
domain into n linear segments, enabling efficient compu-
tation of the function value and its gradient. The approach
leverages precomputed slopes and function values, ensuring
accurate approximations without significant computational
overhead.

Initialization

For an activation function f(z), the input domain
[Zmin, Tmax] 18 divided into n evenly spaced segments, such
that:
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The function values at these points are computed as:
Ypieces = {yﬂa Y1, vy yn}; where (5)

yi = f(x;), 1=0,...,n
The slopes between consecutive points are precomputed as:
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For numerical stability, the boundary slopes are set to zero:
so =0, s,=0.
Yo=0, y,=1. forsigmoid
Yo = —1, wy, =1. fortanh

Forward Pass and Gradient

Given an input z, and the size of the interval [ the segment
index ¢ corresponding to x is determined as:
. L — Tmin
= —
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The segment index is clipped to ensure:
i€ [0,n—1]. (8)

The approximated activation function value, as illustrated in
the top-left and bottom-left graphs of Figure 1, is given by:

fappmx (ZC) =Y+ Si- (I — Tpieces [Z]) (9)

The gradient of the activation function as illustrated in the
top-right and bottom-right graphs of Figure 1 is:

V fogpron () = Si (10)

Experimental Setup

The goal of our experiments is to demonstrate that the the-
oretical performance of a piecewise activation function is
consistent with its practical implementation. To this end, we
selected NumPy, as these activation functions are highly op-
timized in frameworks such as TensorFlow and PyTorch.

We used cProfiler to measure the total training time and
the total activation time. The total training time refers to
the combined duration of the forward and backward passes,
while the activation time specifically refers to the forward
pass through the activation function and the computation of
its gradient.

The experiments were conducted on the following re-
gression datasets: Synthetic, California Housing, and Di-
abetes, all trained with MSE loss; and on the follow-
ing classification datasets: Breast Cancer, lIris, Digits,
and Wine. The Breast Cancer dataset used Binary Cross
Entropy loss, while the others used Categorical Cross
Entropy loss. The Synthetic dataset was created using
sklearn.datasets.make_regression, while the
other datasets are available in sklearn.datasets (Pe-
dregosa et al. 2011).

The neural network consisted of an input layer, a single
hidden layer with 100 units, and an output layer. It was
trained for 100 epochs on each dataset and repeated 200
times to measure variability in CPU times. The final total
training time and total activation time were calculated as the
mean values from the 200 runs, with 95% confidence inter-
vals determined using the z-distribution to estimate the range
of expected true means.



Piecewise Linear Approximation of Sigmoid Function
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Figure 1: Illustration of Piecewise Linear Approximations
and the Gradients of Sigmoid and Tanh Activation Func-
tions.

Figure 2: Activation time (left), training time (middle), and
performance difference (right) between piecewise and con-
tinuous activation functions. Top row: sigmoid, bottom row:
tanh.

Results

The results of our experiments highlight the potential of
piecewise linear approximations for activation functions,
specifically sigmoid and tanh, in reducing computational
costs while maintaining performance. Tables 1 and 2 sum-
marize the experimental outcomes across various datasets.
These results include the time taken for activation computa-
tion, overall training time, and performance metrics for both

the continuous and piecewise linear approximations of the
sigmoid and tanh activation functions.

Sigmoid Activation Function

Table 1 shows the comparative performance of the contin-
uous sigmoid and its piecewise linear approximation across
multiple datasets. The following observations can be made:

Activation Time Reduction: The piecewise approxi-
mation consistently reduced Continuous Activation Time
(CAT) across all datasets. For example, in the California
Housing dataset, the Piecewise Activation Time (PAT) de-
creased by 17.49%, from 4.36 seconds (continuous sigmoid)
to 3.71 seconds (piecewise approximation). The Activation
Time Delta (ATD) for this dataset was 17.49%.

Training Time Reduction: The overall training time,
measured as Continuous Train Time (CTT) and Piecewise
Train Time (PTT) also decreased. For instance, on the Syn-
thetic dataset, the Training Time Delta (TTD) was 9.55%,
with a reduction from 2.25 seconds to 2.05 seconds.

Performance Stability: Despite the computational im-
provements, the performance metrics, such as Continu-
ous Performance Metric (CPM) and Piecewise Performance
Metric (PPM), remained nearly identical. Differences in Per-
formance Metric Delta (PMD) were negligible, such as a
0.00% difference for the Digits dataset.

These results demonstrate that the piecewise approxima-
tion of the sigmoid activation function offers significant
computational savings without sacrificing accuracy.

Tanh Activation Function

The results for the tanh activation function and its piecewise
linear approximation, presented in Table 2, reveal similar
trends:

Substantial Activation Time Reduction: The piecewise
approximation achieved a dramatic reduction in CAT, with
decreases exceeding 200% across datasets. For instance, on
the California Housing dataset, the PAT dropped from 15.71
seconds to 4.85 seconds, representing a 224.20% improve-
ment. The ATD for this dataset was 224.20%.

Training Time Reduction: The overall training time saw
a significant reduction. On the California Housing dataset,
the TTD was 116.32%, with CTT decreasing from 20.89
seconds to 9.66 seconds.

Performance Consistency: As with the sigmoid func-
tion, CPM and PPM for the tanh approximation remained
consistent with the continuous version. For instance, on the
Breast Cancer dataset, CPM improved slightly from 0.990
to 0.991, demonstrating that the approximation did not com-
promise model effectiveness.

Figure 2 provides a visual representation of the differ-
ences in CAT, PAT, ATD, CTT, PTT, and performance met-
rics between the continuous and piecewise approximations
for both sigmoid and tanh functions. The left panel illus-
trates the substantial reduction in activation computation
times, while the middle panel highlights the corresponding
training time reductions. The right panel demonstrates the
near-zero impact on CPM and PMD, reinforcing the viabil-
ity of the piecewise approach.



Dataset CAT PAT ATD CTT PTT TTD CPM PPM PMD
Synthetic 1.05s 0.89s 17.86% | 2.25s 2.05s 9.55% 0.001 0.001 0.00%
California Housing | 4.36s 3.71s 17.49% | 9.00s 8.04s 12.01% | 0.018 0.017 0.71%
Diabetes 0.10s 0.09s 10.94% | 0.23s 0.22s 7.27% 0.030 0.030 0.00%
Breast Cancer 0.13s 0.11s 15.37% | 0.31s 0.28s 9.44% 0.981 0.981 0.00%
Iris 0.03s 0.03s 00.00% | 0.06s 0.06s 0.66% 0.948 0.947 0.04%
Digits 0.42s 0.36s 16.83% | 1.21s 1.13s 7.51% 0.949 0.949 0.00%
Wine 0.03s 0.03s 00.19% | 0.07s 0.07s 00.00% | 0.988 0.987 0.03%

Table 1: Performance metrics for the sigmoid activation function and its piecewise linear approximation across multiple datasets.

Dataset CAT PAT ATD CTT PTT TTD CPM PPM PMD
Synthetic 3.83s 1.20s 218.83% | 5.18s 2.53s 104.74% | 0.000 0.000 0.00%
California Housing | 15.71s 4.85s 224.20% | 20.89s 9.66s 116.32% | 0.015 0.014 1.25%
Diabetes 0.32s 0.11s 188.16% | 0.50s 0.25s 102.39% | 0.028 0.028 0.00%
Breast Cancer 0.41s 0.14s 195.96% | 0.65s 0.33s 100.03% | 0.990 0.991 -0.02%
Iris 0.11s 0.03s 237.51% | 0.15s 0.07s 105.40% | 0.970 0.969 0.04%
Digits 1.51s 0.48s 217.02% | 2.40s 1.32s 82.50% | 0.996 0.996 0.00%
Wine 0.13s 0.04s 242.35% | 0.17s 0.08s 104.25% | 1.000 1.000 0.00%

Table 2: Performance metrics for the tanh activation function and its piecewise linear approximation across multiple datasets.

Discussion

Piecewise sigmoid and tanh approximations show strong
speedups on CPUs, but several challenges remain. Perfor-
mance gains were inconsistent across operating systems
(OSs), as Windows exhibited faster continuous sigmoid
likely due to kernel-level scheduling differences (Tatas and
Gemenaris 2023). In frameworks like TensorFlow and Py-
Torch, highly optimized native functions restricted the ben-
efit of external approximations. GPU performance was fur-
ther impacted by the cost of integer casting and poten-
tial memory bank conflicts (Reggiani, Andri, and Cavigelli
2023; Namin et al. 2009).

Our evaluation employed shallow networks and small
datasets, limiting generalizability. Percentage improvements
exceeding 100% reflected more than a 2x speedup. Al-
though accuracy was preserved, deeper networks could mag-
nify approximation errors and affect training dynamics, war-
ranting further study.

Future Work

There is significant potential to further optimize GPU per-
formance by reducing indexing overhead and integrating
piecewise approximations directly into widely used frame-
works such as PyTorch and TensorFlow. Future research
could explore the scalability of this approach by evaluating it
on deeper architectures and larger datasets. Additional direc-
tions include the possibility of learning segment boundaries
dynamically during training and extending the technique to
other activation functions such as Swish and GELU. Fur-
thermore, refining the methodology to isolate algorithmic
improvements from those arising solely due to higher learn-
ing rates could offer deeper insights into the effectiveness of
piecewise approximations across diverse deep learning set-
tings.

Conclusion

This work demonstrates that piecewise linear approxima-
tions of sigmoid and tanh can offer substantial computa-
tional speedups, particularly in CPU-based training, with-
out compromising model accuracy. While results show clear
benefits in activation and training time, especially for tanh,
practical integration into deep learning frameworks and
GPU environments remains a challenge. Our findings sug-
gest that the balance between computational simplicity and
approximation error is highly context-dependent, influenced
by hardware, frameworks, and network architecture. With
further optimization and broader evaluation, piecewise acti-
vations can serve as a scalable alternative to traditional non-
linearities, enabling faster and more efficient deep learning
pipelines. There is considerable potential for continued re-
search into approximated activation functions, particularly
their integration and performance on GPU platforms, as well
as their application in more complex real-world scenarios.
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