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Abstract

Language models show increasing performance in reasoning
tasks. However, logical reasoning in complex tasks remains
a challenge. This challenge is more apparent when resources
are limited, such as using smaller language models or small
datasets for knowledge extraction. How can language models
be used in this case to generalize and solve complex logical
reasoning tasks? In this work, we show that LoRA training
of language models with small datasets can improve logical
reasoning and transferability for fact extraction. In our tests,
we extracted facts with CoT-prompting to use them as input to
the rule set. We explored our experiments with the StepGame,
Navset, Comparison, and TriviaQA datasets and evaluated
our results with precision, recall, and accuracy metrics. We
compared the results against untrained language models. Our
results show that LoRA training improves logical reasoning
even for out-of-distribution samples.

Introduction
Multi-hop reasoning involves dividing a complex task into
intermediate reasoning steps and using the information from
those steps to solve the task. For example, if it is known
that Emma’s mother is Sarah and Michael is Sarah’s brother,
finding the relationship between Emma and Michael re-
quires combining two pieces of information. Multi-hop rea-
soning improves the performance of large language mod-
els (LLMs) by bridging the gap between reasoning steps, as
solving the task in one hop (e.g., by trying to directly find
statements on the relationship between Emma and Michael
in the text) is not possible (Wei et al. 2022; Press et al. 2022).

But in some cases, LLMs seem to be able to solve
multi-hop reasoning tasks, although it is not clear how.
While some conclude that LLMs can synthesize procedu-
ral knowledge to reason on given data (Ruis et al. 2024;
Hou et al. 2023), others highlight the reasoning limitations
of LLMs and argue that LLMs are merely sophisticated pat-
tern matchers (Mirzadeh et al. 2024).

One challenge with modern LLMs is their massive size,
making fine-tuning, task adaptation, and distribution im-
practical for resource-constrained environments. Thus, there
is an increased focus on understanding the capabilities and
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best practices of small language models (SLMs), such as
Phi-3.5 (Abdin et al. 2024). Along these lines, we aim to
answer the following research questions:

• How can the multi-hop logical reasoning abilities of
SLMs be improved when training data and computational
resources are limited?

• Can LoRA training an SLM on one multi-hop reasoning
task transfer to another?

To address these questions, we focus on improving the log-
ical reasoning of SLMs with limited data, specifically on
multi-hop reasoning. We concentrate on fact extraction us-
ing SLMs from texts in natural language and trained SLMs
with the Low-Rank-Adaptation (LoRA) method to improve
their performance.

Contributions. We contribute to the existing literature by:

• Creating a new dataset, Navset, which tests logical multi-
hop reasoning over the right-of-way rules of sea vessels.

• Demonstrating that LoRA training improves SLMs on
logical reasoning and the transferability of multi-hop rea-
soning ability across different logical reasoning scenarios.

The Navset has two independent semantic sets of facts that
add complexity to fact extraction. The transferability of
multi-hop reasoning in SLMs ensures scalability across dif-
ferent applications in resource-constrained environments.

Related Work
Logical Reasoning with Symbolic Systems. Using sym-
bolic systems in logical reasoning can improve the explain-
ability of decision-making, but it comes at the cost of requir-
ing expert knowledge and is not easily scalable (Creswell,
Shanahan, and Higgins 2022). Neuro-symbolic approaches
combine neural networks with symbolic reasoning, such
as first-order logic and ontologies, to reduce these chal-
lenges (Gupta et al. 2019; Yi et al. 2018; Premsri and Ko-
rdjamshidi 2024). Specific language models (LMs) were de-
signed to perform better at first-order logic and symbolic
representations (Yang et al. 2023; Xu et al. 2023). Never-
theless, those LMs require significant computational power
and large datasets, making them infeasible for many.



Logical Reasoning in NLP. Logical reasoning in natural
language processing (NLP) utilizes fine-tuning or in-context
learning approaches with LLMs, among other methods (Pan
et al. 2023). However, their performance decreases when as-
sessing information relevance. It also declines as the reason-
ing depth or the length of logical dependencies increases,
or when there is no in-context demonstration of the task
(Rae et al. 2021; Patel et al. 2024; Parmar et al. 2024;
Creswell, Shanahan, and Higgins 2022; Teng et al. 2023).

Transformer LMs have been trained to address this chal-
lenge (Clark, Tafjord, and Richardson 2020; Gontier et al.
2020; Mirzaee and Kordjamshidi 2022). LLMs are com-
bined with program-guided approaches to improve logical
reasoning (Wang et al. 2024), or they are used as seman-
tic parsers to generate input for Answer Set Programming
(ASP) solvers. Those solvers find the answer given the back-
ground knowledge (Yang, Ishay, and Lee 2023; Li, Hogg,
and Cohn 2024). Others utilized LLMs to select and in-
fer the information or generate logical rules for knowledge
graph reasoning (Creswell, Shanahan, and Higgins 2022;
Luo et al. 2023). Nevertheless, LLMs are not easily scal-
able and challenging to distribute to many users. SLMs are
easier to adapt than LLMs and accessible to more people.

Optimizing SLMs and LoRA. There is a growing inter-
est in developing small capable LMs that can solve var-
ious reasoning tasks (Bansal et al. 2024). Previous work
showed that optimizing LMs with automated prompting has
limitations (Zhang, Yuan, and Avestimehr 2024). Others
concentrated on fine-tuning, reinforcement learning from
human feedback, or repeated sampling to optimize LMs
(Tang et al. 2024; Gunter et al. 2024; Brown et al. 2024;
Song et al. 2024).

LoRA training freezes the model parameters and adds
rank decomposition matrices into the layers of the trans-
formers, which are trainable efficiently compared to com-
pletely fine-tuned models (Hu et al. 2021). The LoRA train-
ing and methods built upon it have been applied in reason-
ing tasks (Po et al. 2024; Chen et al. 2024). Previous works
showed that LoRA training offers advantages in low-data
regimes (Hu et al. 2021; Whitehouse et al. 2024). Using this
method with the quantized LMs further increases training
and inference efficiency (Dettmers et al. 2023).

LoRA training in multi-hop logical reasoning tasks and
low-data regimes concentrated on SLMs has been less ex-
plored. Because LoRA allows for LMs to be trained using
fewer computational resources, it seems ideal for SLMs. But
can LoRA actually improve the logical reasoning abilities
of SLMs, specifically their multi-hop reasoning? Answering
this question was a primary motivator of the present work.

Methodology
Approach
Figure 1 illustrates our methodology to compare the perfor-
mance with different train and test sets using LoRA on quan-
tized SLMs. “+” indicates that training on the dataset at the
source of the arrow resulted in improved test performance

Figure 1: Our methodology to evaluate the LoRA approach.
The “±” indicates performance gains and losses.

on the target dataset, a “−” denotes a decrease, and “±” sig-
nifies mixed outcomes, both performance gains and losses.
Quantized LMs compress the precision of their weights to
lower bits to decrease the memory requirements and increase
efficiency compared to the same model with no quantiza-
tion (Dettmers et al. 2023). We trained quantized SLMs and
prompted them to extract facts, then calculated precision and
recall from these facts. We used the facts as inputs to our rule
set to solve the task. We calculated the accuracy of correctly
solved tasks and compared the results to the quantized SLMs
that involve no training.

Datasets
We aim to address the logical reasoning problems stated in
natural language. We used four datasets: StepGame (Shi,
Zhang, and Lipani 2022), Navset, Comparison (Szomiu and
Groza 2021), and TriviaQA (Joshi et al. 2017). In StepGame,
scenarios describe spatial relations between two entities,
such as “R is at V’s 6 o’clock”. We randomly split the train-
ing data into two equal parts and calculated the mean co-
sine similarity of samples in the first set with the second set.
We selected 200 samples with the highest score for training
and manually labeled the facts. For the test set, we chose
the first 100 samples of 3-hop and 4-hop scenarios from the
original test set. The Comparison dataset contains the rel-
ative heights of individuals to each other, such as “John is
taller than Edda”. We worked with the ambiguous subset.
We manually extracted the facts from this subset, used the
first 100 samples to select the shot samples, and used the
following 150 as the test set.

We hypothesize that if LoRA training on any of these
datasets improves performance on one of the others, it
demonstrates that LoRA training can transfer logical rea-
soning ability. But we want to show the contrapositive as
well: if we train on a non-logical dataset, it will not improve
performance (or improve performance less) on one of the
logical datasets. For this reason, we included the question-
answering dataset TriviaQA (Joshi et al. 2017).



Scenario Label Facts
The fishing boat C is advancing on the water. The trawler H is H port(H,C), engine(C),
closing in from the left side. It is restricted in its maneuverability. restricted(H)
The catamaran F is advancing on the water. It is under sail. The F starboard(H,F), sail(F),
yacht H is approaching from the starboard side. engine(H)
The oil tanker E is navigating through the waters. The yacht G is G starboard(G,E), engine(E),
coming up to the right flank. engine(G)

Table 1: Samples from the Navset dataset. The facts describe the directions of vessels to each other and their properties in the
scenario, while the label identifies the vessel with the right-of-way.

Navset Dataset. In StepGame and Comparison datasets,
the facts to be extracted belong to one semantic set such as
above, left, or taller, shortest. To test the models’ fact ex-
traction ability from the context with independent semantic
sets of facts, we introduce a new dataset, Navset.

Navset contains the direction of vessels to each other and
their properties to find the vessel with the right-of-way in
head-on or crossing situations, such as the following: “The
container ship A is heading toward its destination. The cata-
maran F is approaching from the right side. It is under sail.”
The dataset contains 100 train and 100 test samples. Table
1 shows samples from the dataset. First, the vessel types,
names, actions, properties, and directions are randomly se-
lected to generate a scenario, and a rule-based algorithm as-
signed labels based on the scenario and maritime navigation
rules (Guard 2018) to create the dataset. The assigned la-
bels are compared to the ground truth labels derived from
the maritime navigation rules.

Training

Figure 2: Our test prompt for StepGame dataset. We defined
the retrieval rules in the system prompt with the following
CoT-prompting in the user prompt.

We applied LoRA training to query, key, and value
layers. Given that LoRA with a small rank achieves
comparable results to higher ranks (Hu et al. 2021), we
used a rank value of 4, an alpha value of 8, a dropout of
0.1 with NF4 double quantization, and a patience of 20

Figure 3: Our test prompt for Navset dataset.

Figure 4: Our test prompt for Comparison dataset.

evaluation steps. We use a learning rate of 1 × 10−6. Our
training samples include the scenario, the question for
the fact extraction, and the facts in a chat template. We
applied the 32-bit Paged AdamW optimizer (Loshchilov
2017). We focused on SLMs with 8 billion parameters
or fewer to achieve maximal performance without com-
promising efficiency in training and inference. We used
meta-llama/Llama-3.1-8B-Instruct, meta-
llama/Llama-3.2-3B-Instruct (Dubey et al.
2024), and microsoft/Phi-3.5-mini-instruct
(Abdin et al. 2024) in Huggingface (Hug 2024) referred to
as Llama-3.1, Llama-3.2, and Phi-3.5 hereafter, respectively.

Prompting
The “Chain-of-Thought” (CoT) prompting improves the rea-
soning capabilities of LMs by dividing complex tasks into
smaller parts and reasoning each part before giving the fi-



StepGame 3-hop StepGame 4-hop Navset Comparison
Model Train set Precision Recall Test Acc. Precision Recall Test Acc. Precision Recall Test Acc. Precision Recall Test Acc.
Llama-3.1 - 0.470 0.632 58% 0.537 0.711 43% 0.800 0.853 66% 0.372 0.904 86.7%
Llama-3.1 Navset 0.505 0.638 66% 0.669 0.759 59% 0.830 0.893 81% 0.519 0.862 89.3%
Llama-3.1 StepGame 0.620 0.737 65% 0.745 0.792 59% 0.868 0.897 75% 0.487 0.836 89.3%
Llama-3.1 TriviaQA 0.387 0.688 62% 0.533 0.760 56% 0.863 0.927 82% 0.428 0.851 86.7%
Llama-3.2 - 0.191 0.294 16% 0.143 0.258 12% 0.597 0.593 45% 0.377 0.443 49.3%
Llama-3.2 Navset 0.252 0.330 26% 0.246 0.400 19% 0.706 0.680 52% 0.435 0.482 64.0%
Llama-3.2 StepGame 0.260 0.344 24% 0.300 0.355 19% 0.531 0.567 45% 0.427 0.547 64.7%
Llama-3.2 TriviaQA 0.138 0.144 11% 0.181 0.170 12% 0.487 0.503 31% 0.368 0.489 53.3%
Phi-3.5 - 0.067 0.119 9% 0.103 0.113 6% 0.344 0.220 20% 0.143 0.231 43.3%
Phi-3.5 Navset 0.115 0.189 21% 0.153 0.173 8% 0.351 0.337 24% 0.168 0.264 48.0%
Phi-3.5 StepGame 0.124 0.200 15% 0.169 0.184 11% 0.255 0.280 24% 0.243 0.430 54.7%
Phi-3.5 TriviaQA 0.112 0.175 16% 0.180 0.193 7% 0.385 0.273 25% 0.194 0.291 57.3%

Table 2: Precision, recall, and accuracy for the test set of 3-hop and 4-hop StepGame, Navset, and Comparison datasets when
the models have no fine-tuning or fine-tuned using LoRA with Navset, StepGame, and TriviaQA datasets, respectively.

nal answer (Wei et al. 2022). We applied the CoT method of
Kojima et al. (2022) to solve our multi-hop logical reason-
ing tasks. Brown et al. (2020) demonstrated that LMs can
learn to solve new tasks from a few examples. That method
is known as few-shot learning (Yang, Ishay, and Lee 2023;
Lei et al. 2023; Patel et al. 2024), and we applied it here.

We selected the most similar five samples from the train-
ing set to the test sample based on tf-idf scores (Salton
and Buckley 1988) and cosine similarity (Salton, Wong, and
Yang 1975) as shots to guide the SLMs and bring the output
to the desired format. We used a temperature value of 0.1 to
have a slight randomness in fact extraction. Figure 2 shows
our prompt for the StepGame test set. In the system prompt,
we explained the rules for retrieval similar to that described
by Yang et al. (2023). Then, we prompt the SLMs for CoT-
reasoning and the answer. Our prompting strategy is similar
for the Navset and Comparison datasets (Figures 3 and 4).

Evaluation

The rule set solves the spatial relation in the StepGame, the
right-of-way in the Navset, and the relative height in the
Comparison dataset. They infer new facts by leveraging ex-
isting ones, such as upper-left(A,B) from upper-left(A,C) and
left(C,B). Since we use the facts as inputs to our rule set, we
considered variations in the extracted fact, such as down in-
stead of below, or top-right instead of upper-right as wrong.

For the Navset dataset, the rule set decides the right-of-
way according to the maritime rules. If no vessel has the
right-of-way, the rule set assigns a 0. For the Comparison
dataset, the rule set infers facts such as taller(B,C) from
shorter(A,B) and taller(A,C) and can identify the tallest and
shortest entities. We measure the fact retrieval performance
with precision P and recall R metrics (Eq. 1) (Manning
2008). |T | depicts the number of facts extracted by the SLM,
|U | number of facts in the scenario to be extracted, and |F |
number of relevant facts extracted from the scenario.

P =
|F |
|T |

R =
|F |
|U |

(1)

Results
Table 2 shows the results. For the StepGame dataset, LoRA
training with logical reasoning datasets improved the accu-
racy of all SLMs in both 3- and 4-hops. For Llama-3.2, train-
ing with TriviaQA negatively affects the 3-hop. Precision
and recall improved with logical reasoning datasets, while
training with TriviaQA had mixed results.

For the Navset dataset, training with the logical reason-
ing datasets improved the accuracy of Llama-3.1 and Phi-
3.5, while the accuracy of Llama-3.2 improved on Navset
and remained unchanged on StepGame. Precision and re-
call improved except for the Llama-3.2 when trained on
Stepgame or TriviaQA. Precision decreased for the Phi-3.5
model when trained on StepGame.

For the Comparison dataset, the accuracy improved across
all models and training scenarios except for the Llama-3.1
trained on TriviaQA. For Llama-3.1, precision improved
while recall decreased for all training scenarios. For Llama-
3.2, precision decreased with the TriviaQA, and for Phi-3.5,
precision and recall improved in all training scenarios.

Discussion
Our first research question was whether the logical reason-
ing of SLMs can be improved with low data availability
and computational resources. We hypothesized that train-
ing SLMs using LoRA with limited data improves logical
reasoning, and we anticipated an improvement when the
models are trained with the training samples of the same
dataset. Our precision, recall, and accuracy improved for
both StepGame and Navset when the models were trained
with the same datasets, respectively.

Our second research question was whether the LoRA
training improves the transferability of the multi-hop rea-
soning of SLMs on logical reasoning tasks. Thus, we ex-
pected an improvement compared to the untrained model
when the models were trained with a different logical rea-
soning dataset. For the StepGame, we observed an improve-
ment in the results when the models were trained on Navset.
For the Comparison, improvement in accuracy was observed
when models were trained on StepGame or Navset. For



the Navset, the models except Llama-3.2 successfully trans-
ferred the logical reasoning knowledge to two independent
semantic fact sets. Despite the performance improvements
with logical reasoning datasets, the training set size and im-
balance might limit the models’ performance, especially in
StepGame, which has varied directional descriptions. With
the TriviaQA, we observed an improvement in accuracy for
the StepGame test set except for the Llama-3.2 model, for
the Navset test set except for Llama-3.2, and for the Com-
parison test set except for Llama-3.1. The performance im-
provements were inconsistent, making it challenging to con-
clude a performance improvement with this dataset.

Conclusion
In our work, we applied LoRA to train SLMs with limited
data. We showed that it improves SLMs’ logical reasoning
and transferability to different multi-hop logical reasoning
tasks. The improvement was inconsistent with the TriviaQA
dataset, partially supporting our hypothesis that LoRA is
transferring logical reasoning ability from logical reason-
ing datasets, and that the observed performance increases are
not merely coming from having more training time on more
data. We aim to investigate whether this applies to other log-
ical reasoning tasks. To ensure replicability, we will make
our source code files accessible.1

Acknowledgements
This material is based upon work supported by the National
Science Foundation under Grant No. 2311286.

References
Abdin, M.; Aneja, J.; Awadalla, H.; Awadallah, A.; Awan,
A. A.; Bach, N.; Bahree, A.; Bakhtiari, A.; Bao, J.; Behl,
H.; et al. 2024. Phi-3 technical report: A highly capa-
ble language model locally on your phone. arXiv preprint
arXiv:2404.14219.
Bansal, H.; Hosseini, A.; Agarwal, R.; Tran, V. Q.; and
Kazemi, M. 2024. Smaller, weaker, yet better: Training
llm reasoners via compute-optimal sampling. arXiv preprint
arXiv:2408.16737.
Brown, T.; Mann, B.; Ryder, N.; Subbiah, M.; Kaplan, J. D.;
Dhariwal, P.; Neelakantan, A.; Shyam, P.; Sastry, G.; Askell,
A.; et al. 2020. Language models are few-shot learners. Ad-
vances in neural information processing systems 33:1877–
1901.
Brown, B.; Juravsky, J.; Ehrlich, R.; Clark, R.; Le, Q. V.;
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